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• We define a learning task as 
underspecified when none of the 
features available to the model 
(at training or inference time) are 
causes of the label.

• A single prediction task may be 
partitioned into well-specified 
and underspecified ‘sub’tasks. 
• Subtask of part-of-speech 

tagging is well-specified, 
• Subtask of determining which 

gender pronoun to predict is 
underspecified.
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Overview
• In this research we aim to develop the theoretical foundations of selection induced 

collider bias applied to the task underspecification. 
• In this talk we apply our findings to a case study on gender pronoun resolution 

with unmodified and widely used pre-trained LLMs, resulting in two new findings: 
• Empirical measurement of spurious correlations between gender and gender-

neutral entities: location and time. 
• Open source demo: https://huggingface.co/spaces/emilylearning/

spurious_correlation_evaluation
• An uncertainty metric that can faithfully resolve model uncertainty ~90% of the 

time on the Winogender challenge set. 
• Open source demo: https://huggingface.co/spaces/emilylearning/

llm_uncertainty
• We generalize our approach to address a wider range of prediction tasks using a 

toy data generating process. 
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Note the heterogenous 
nature of the variables in 
the graph:
- X and Y represent high 

dimensional features like 
text the dataset. 

- W, and G represent low 
dimensional symbolic 
entities, included 
because they may 
causes of the text. 

- Selection node, S, takes 
the value of S=1 for 
samples in the data and 
S=0 otherwise. 

Plausible DGP for NLP Datasets
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Plausible DGP for NLP Datasets
•X represents context sentences in our dataset, 
•Y represents the label: a gender pronoun. 
•The arrow pointing from X to Y encodes our assumption that X, is more likely to cause Y, rather 
than vice versa. 

•For example, in a sentence about a father and daughter going to the park, the sentence 
context determines which gender pronoun is most appropriate.

The remaining symbols are not recorded in the dataset, but rather represent entities or 
mechanisms that may cause X or Y. 
•G represents gender

•Causes both the context and gender pronoun. 
•W represents various gender-neutral entities, such as time, place, or gender-neutral hobbies

•is included in the causal DAG because it may be a cause of both X and S. 
•S, takes the value of S=1 for samples in the data and S=0 otherwise. 

•S is the common effect of W and G, and represents access to the dataset. 
•The W → S ← G relationship can represent any selection bias mechanism that has a 
gender dependency upon otherwise gender-neutral entities. 

•For example, in data sources like Wikipedia written about people, it is plausible that access 
has become increasingly less gender dependent as the date approaches more modern 
times, but not evenly in every place. 

• In data sources like Reddit written by people, W → S ← G can plausibly capture the 
scenario that even in the case of subreddits about gender-neutral hobbies, the style of the 
moderation and community may result in gender-disparate access to a given subreddit. 

Well-specified

Underspecified
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• DGP implies we should be measure  conditional 
dependency in underspecified tasks.

• However, for blackbox LLMs, we can only access .

• Assuming for DAG, , and probability distribution,  : 
• Markov assumption: 
• Faithfulness: 

• We can recover 

P(G |W)

P(Y |X)

Gr Pr
(X ⊥⊥Gr Y |Z) ⟹ (X ⊥⊥P Y |Z)

(X ⊥⊥Gr Y |Z) ⟹ (X ⊥⊥P Y |Z)
P(Y |X) ∼ P(G |W)

 Dependency in LLMsP(G |W)
Well-specified

Underspecified
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• Equation (1) shows a mapping from the target unbiased quantity 
to the measured selection biased data, as defined in  
(Bareinboim and Pearl, 2012). 

• Equation (2) assumes very high correlation between the textual 
form of gender in  (as a ‘gender-identifying pronoun’) with the 
symbolic variable for gender, . 

• Equation (3) replaces  with the variables in its structural 
equation, , which entails the conditional 
dependence .

• Finally, Equation (4) assumes we have successfully achieved a 
gender-neutral text, , and thus . 

Y
G

S
S := fs(W, G, Us)

P(G |W) ≠ P(G)

X P(G |X) = P(X)

Well-specified

Underspecified

 Dependency in LLMsP(G |W)
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“In 1880, [MASK] was a child.”
“In Mali, [MASK] became an adult.”

 Dependency in LLMsP(G |W)



• Input text X:


• Wiki-Bio-like texts:

f"[MASK] {verb} {life_stage} in {w}." 
f"In {w}, [MASK] {verb} {life_stage}." 

• Reddit-like texts:

f"[MASK] {verb} {life_stage}. {w}." 

• where

• VERBS = ["was","became","is","will be","becomes"] 

• LIFE_STAGES = ["a child", "a kid", "an adolescent", 
"a teenager", "an adult", "all grown up”] 

• For W, we require a spectrum of values that we’d expect to be correlated with 
the selection pressure on Z:

• date: as gender equality has generally improved with time: years ranging 

from 1801 - 2011.

• place: bottom and top 10 World Economic Forum Global Gender Gap 

ranked countries.

• subreddit: subreddit name ordered by subreddits that have an 

increasingly larger percentage of self-reported female commenters.**


**To discourage our own cherry picking, we copied the entire list of subreddits that had a 
minimum subreddit size of 400,000.

Masked Gender Task Evaluation Set
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Winogender Evaluation
• Each sentence in the Winogender evaluation set contains: 

• 1) a professional, referred to by their profession, such as 
‘doctor’ 

• 2) a context appropriate participant, referred by one of: 
{‘man’, ‘woman’, ‘someone’, other} where other is replaced 
by a context specific term like ‘patient’

• 3) a single pronoun that is either coreferent with (1) the 
professional or (2) the participant in the sentence [Rudinger 
et al. (2018)]. 

• Our extensions to the evaluation set:

• 1) we add {‘man’, ‘woman’} to the list of words used to 

describe the participant 
• 2) we prepend each sentence with the phrase ‘In DATE’


• where ‘DATE’ is replaced by a range of years from 1901 
to 2016


• 60 occupations for the professional × 4 words used to describe 
the participant × 30 values for DATE × 2 sentence templates     
= 14,400 test sentences
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• Similar to the findings in (Rudinger et al., 2018):

• softmax probabilities for female pronouns are higher for masked 

pronouns coreferent with the patient as opposed to the doctor

• indicating a specific gender bias for traditionally non-female 

occupations.


• What is new here:

• the spurious associations due to the W-injection of an unrelated 

association (time vs gender) 

• is additive with the existing spurious association (occupation vs 

gender), 

• both of which only take on a non-zero value when the prediction 

task is underspecified.
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DGP for General Underspecification
Well-specified

Again X and Y are taken from samples present in the dataset, while 
the remaining variables are symbolic
•X are the features
•Y is the label
•G are the causal parents of Y, 
•W are not the causal parents of Y 

•yet nonetheless included because W is a cause of both X and S 
•S has the same meaning as before. 
•We can thus partition any feature space into G and candidates for W. 

•A candidate can be validated as suitable W feature by checking 
for the conditional dependencies which we will be plotting below. 

Underspecified



Well-specified

Underspecified

•Equation (5) and Equation (6) define W and G as independent exogenous 0-
mean Gaussian noise, 

•set α = 10 to more easily trace the amplified noise through the DAG. 
•Equation (7) defines S as unweighted combo of W, G and exogenous noise

•selection mechanism setting all values above 2α to 1, and to 0 otherwise. 
•In Equation (8) and Equation (9) set γ to 0 for the underspecified task and to 1 
for the well-specified task

•consistent with a 0 path weight for the grayed out arrows G → X and X → Y 
for underspecified DAG.
•and a full path weight for those same arrows for well-specified DAG.

DGP for General Underspecification



Well-specifiedUnderspecified

 in Underspecified TasksP(Y |X) ∼ P(G |W)



Well-specified

Underspecified

Underspecified Tasks More Vulnerable to -injection W

Underspecified tasks more vulnerable to W-injection, as compared to the well-specified tasks



Demos & Thanks
Demos: 

https://huggingface.co/spaces/emilylearning/
spurious_correlation_evaluation 

 

https://huggingface.co/spaces/emilylearning/
llm_uncertainty


Feedback and Collaboration Opportunities:

emcmilin@cs.stanford.edu 


Thank you to: 
You all for your attention! 

Rosanne Liu, Jason Yosinski at the MLC and 
Jen Iofinova and Sara Hooker at Cohere for AI 
for their motivation and encouragement.


All the good people at Hugging Face for the 
amazing open source resources they provide 
without which none of this would be possible


Judea Pearl, Elias Bareinboim, Robert Osazuwa 
Ness, Brady Neal and Paul Hünermund for the 
fantastic causal inference resources they have 
made widely available.
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